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EDITOR’S NOTE

In the eleven years of
EANTC interopera-
bility events at MPLS &
Ethernet World
Congress, we have
evaluated multiple
evolutionary technol-
ogies. Starting with IP/
MPLS' virtual private
network and traffic
engineering solutions in
2003, continuing with
the packet transport-

oriented Carrier Ethernet paradigm since 2006, the
post-SDH-focused MPLS-TP in 2007, and adding
IPv6 migration testing since 2011. These technol-
ogies have been deployed worldwide, often in
coexistence. Given their vast deployed base,
continued extensions are required — which resulted
in more complex test scenarios every year. 
By addition of SDN and extension of IPv6, MPLS,
and mobile backhaul clock synchronization
scenarios, our interoperability event undertaking
grew substantially this year. We asked the 19 partic-
ipating vendors to hot-stage the scenarios in our lab
for three full weeks (a 50 % increase), one of which
was exclusively dedicated to SDN and clock
synchronization testing in two
streams. Compared to last year, the
test plan grew by 140 % to 51
complex test cases. More than 45
vendor engineers supported the
hot-staging on site in our lab in
Berlin, Germany in February.
It was definitely worth the effort:
This year’s white paper contains
more factual, independent infor-
mation about more technology
solutions than ever. In detail:

SDN. For the second time, we
tackled Software-Defined
Networking (SDN) interoperability
in the context of Carrier Ethernet /
MPLS networks. SDN is sometimes portrayed as a
disruptive technology. Long story short: It is too early
to really see a revolution coming. This would require
an eco-system of advanced protocol standards,
interoperable vendor solutions and jointly supported
use cases. Somehow SDN reminds me of electric
cars: Yes, they exist today and yes, the Asian
manufacturers have the best public plans. The
revolution is not there yet. But it will very likely
happen — the time depending on how much buyers
are willing to accept setbacks today in favor of a
better vision of the future.
Last year, the SDN protocol of vendors' choice was
Path Computation Element (PCE). Surprisingly, PCE
vendors declined this time which left OpenFlow as
the selected management protocol. Five OpenFlow
switch and controller vendors joined our tests. Quite
a few parties more were initially interested but found

that their implementations could not support our
service provider (WAN) focused tests yet. 53 % of
the SDN test cases we prepared did not find parties
ready to test them.
In the context of service provider WANs, our SDN
interoperability test explored use cases such as multi-
table IPv6 multicast, policy based routing, and
resilient Carrier Ethernet services. Some of these
scenarios required OpenFlow 1.2 — which only one
participating vendor (Huawei) supported.
Compared to OpenFlow 1.0, we concluded that
OpenFlow 1.2 fits service provider use cases with
diverse services much better.

Clock Synchronization. There is a continued
definite market need for packet-clock frequency and
phase synchronization of mobile backhaul networks;
with further LTE deployment and small cells coming
into the picture, it will become even more important.
Our main focus this time was on advancing IEEE
1588-2008 telecom profile support for boundary
clocks. The ITU is in the process of developing a
partial on path support profile which requires
advanced boundary clocks. Two vendors, BTI and
Ericsson, successfully participated in the boundary
clock tests of phase synchronization. We went
beyond the ITU standard tests, introducing multiple
impairment locations. Four vendors tested trans-
parent clocks successfully. In addition we tackled two

scenarios important for service
providers with legacy infra-
structure: SyncE islands inter-
connected by IEEE 1588 and
Transparent SDH/SONET over
Packet synchronization.
IP/MPLS Multicast VPNs.
For the first time worldwide,
Alcatel-Lucent, Cisco, Ixia and
Juniper Networks implementa-
tions of Multicast VPN
successful interoperated at our
test event this time. This marks a
technology advance towards
full integration of multicast
traffic with MPLS VPNs.
A new area was opened for

interoperability testing with Ethernet VPNs (EVPN) —
the potential successor of VPLS for Ethernet multipoint
services. While this technology is still in its early
stages, Cisco and Ixia staged the first ever public
interoperability test.

IPv6. Do you remember that June 6, 2012 was
declared the »World IPv6 launch«? Nevertheless,
there are still a few interoperability issues in some
implementations. Our tests of migration scenarios
(6rd, Dual-Stack, DS-lite) in multi-vendor environ-
ments evaluated the vendors' readiness to support a
mixed IPv4/IPv6 environment for the time to come.
We set a major focus on end-to-end IPv6 protocol
and migration support so we invited CPE vendors to
join. This way we were able to test end-to-end
advanced address/port mapping solutions (MAP-E/
MAP-T) as well as the Locator/ID Separation
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Introduction
Protocol (LISP) to overcome current routing table
growth issues. 

Carrier Ethernet 2.0. Carrier Ethernet 2.0
conformance is a big topic for the MEF in 2013. We
tested the underlying technologies (class of service,
Ethernet S-tag/C-tag interconnections, multi-point
services support) in previous years; vendor imple-
mentations are generally very mature. From our
point of view, one of the biggest challenges for
Carrier Ethernet is efficient provisioning and service
level monitoring support. Our CE2.0 tests focused
areas that are not covered by the MEF certification:
ITU Y.1564 service activation tests and performance
monitoring per class of service. Y.1564 support is
still very limited; this time only Ixia brought an imple-
mentation. Four vendors participated in per-class
performance monitoring already, which is great,
although there were a few hiccups. We will continue
to evaluate both areas in future events.

INTRODUCTION

This year’s event stretched into new realms. The
EANTC team started preparations in October 2012,
developing new test cases for all four main test
areas. Fueled by great and ambitious proposals
from equipment manufacturers in the following
weeks, the list grew further until we finalized the test
plan in January.
The final test plan included 51 test cases, with 19 of
those making fresh paths to SDN testing. All in all
we had the right balance to entice 19 equipment
manufacturers to join us in the hot-staging event that
took place in our lab in Berlin in February.
This time brought five first-time participants, two of
them universities supporting open-source implemen-
tations of advanced CPE protocols. 
Our lab in Berlin was full of activity with the more
than 45 engineers who worked closely together
under a multi-party Non-Disclosure Agreement. For
the first time ever, the hot-staging tests extended to
three weeks where the first week was exclusively
dedicated to two streams, SDN and clock synchroni-
zation testing. 
EANTC has set industry standards for planning,
execution and documentation of public interopera-
bility events. In our tradition, strict form was followed
to ensure a level-playing field for all participants,
requiring validation of all test results by EANTC
engineers as a precondition for being documented
in this white paper. 
As usual, this white paper documents positive results
(passed test combinations) individually with vendor
and device names. Failed test combinations are not
mentioned in diagrams; they are referenced anony-
mously to describe the state of the industry. Our
experience shows that participating vendors quickly
proceed to resolve interoperability issues after our
test so there is no point to punish vendors. Confiden-
tiality is a main cornerstone to encourage manufac-
turers to participate with their latest (beta) solutions.

INTEROPERABILITY TEST RESULTS

The following sections of the white paper describe
each of the test areas and results. 

Terminology.  We use the term tested when
reporting on multi-vendor interoperability tests. The
term demonstrated refers to scenarios where a
service or protocol was evaluated with equipment
from a single vendor only. In any case, demonstra-
tions were permitted only when the topic had been
covered in the previously agreed test plan;
sometimes vendors ended up with demonstrations
because there was no partner to test with, or
because multi-vendor combinations failed so that
they could not be reported.

Test Equipment.  With the help of participating
test equipment vendors, we generated and
measured Ethernet and MPLS traffic, emulated and
analyzed control and management protocols and
performed clock synchronization analysis. We thank
Calnex Solutions, Ixia, Spirent Communications and
Symmetricom for their test equipment and support
throughout the hot-staging.

PARTICIPANTS AND DEVICES

Vendor Devices

AimValley EX14

Alcatel-Lucent 7750 SR-12

Broadcom BCM956440

BTI SA-810

Calnex Paragon-X

Cernet Cernet CPE

Cisco ASR 1000
ASR 9000
CRS-1

ECI Telecom NPT-1200

Ericsson MINI-LINK SP 110
MINI-LINK SP 210
MINI-LINK SP 310
MINI-LINK SP 415
MINI-LINK SP 420
SSR 8010

Extreme Networks Summit X670
E4G-200

Hitachi AMN 6400

Huawei Smart Network Controller
(SOX)
Openflow Switch 1.2
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SOFTWARE-DEFINED 
NETWORKING

The main idea behind Software-Defined Networking
(SDN) is to enable optimized, fine-grain, appli-
cation-aware resource management in a transport
network infrastructure. By decoupling the control
plane from the data plane of a packet transport
network, the control plane can be centrally imple-
mented at a few servers (controllers). Each controller
should be designed to manage a large number of
switches. Thus, SDN promotes a paradigm shift for
packet switched networks — from distributed to
centralized network control.
The industry discusses many SDN use cases at this
early time in the development cycle. SDN for data
centers is implemented as one of the first use cases.
Current deployments are usually single-vendor based
and use proprietary technology to some extent.
As the next logical step, the industry actively debates
which standardized protocol or set of protocols will
best suit a wide range of SDN use cases, extending
beyond the data center. Some discussions focus on
protocol design questions (it should be easily
extendable and backward compatible), on efficiency
and protocol reusability aspects.
When we invited SDN equipment manufacturers to
this test event, EANTC proposed to evaluate three
protocols:

• OpenFlow (versions 1.0, 1.1, and 1.2) specified
by the Open Networking Foundation (ONF).

• Path Computation Element (PCE), standardized
by the PCE working group of the Internet
Engineering Task Force (IETF). The main goal of

PCE is to centralize path computation for IP/
MPLS label-switched paths.

• NETCONF, specified by the IETF’s NETCONF
working group. NETCONF has originated as a
protocol to manage network devices.

While preparing for the test event, we noticed a lot
of vendor interest in OpenFlow testing and some
interest in PCE testing. 
Our test plan defined 12 test cases for OpenFlow,
half of them requiring OpenFlow 1.1 or 1.2 support.
It seems that we overestimated industry progress in
this case, and that our service provider-focused test
cases for newer protocol versions were too
ambitious for around half of the vendors initially
interested. In the end, five vendors participated in
OpenFlow testing; four supported only OpenFlow 1.0.
EANTC had already tested multi-vendor interopera-
bility of early Path Computation Element (PCE) imple-
mentations during 2012’s MPLS & Ethernet World
Congress showcase. Surprisingly, we had to drop
the PCE test area in this event due to lack of vendor
participation. We hope to continue PCE multi-vendor
interoperability testing at our next event.

OpenFlow 1.0 Results
Since the OpenFlow 1.0 and 1.2 specifications are
incompatible, we report results in separate subsections.
The following controllers supported OpenFlow 1.0:
Huawei Smart Network Controller (SOX), Ixia
IxNetwork, NEC PF6800, Spirent TestCenter.
In the OpenFlow 1.0 switch role, we used NEC
PF5240 and Extreme Networks Summit X670.

Topology Discovery in OpenFlow 1.0
The Link Layer Discovery Protocol (LLDP) is a
discovery protocol for Ethernet links that is defined in
the IEEE 802.1AB specification. SDN controllers can
use this protocol to automatically discover the
physical topology in SDN.
Our test setup consisted of the two interconnected
OpenFlow switches which were controlled by each
of the OpenFlow controllers, taking turns. Vendors
configured two flow entries on the switches via the
OpenFlow controller for each combination: The FE-
Table-Miss default flow entry and the FE-LLDP — an
entry which specifically matched the LLDP frames.
We expected the controller to transmit LLDP packets
periodically at all switch ports using the packet-out
OpenFlow message. When the switch would receive
the LLDP frames we expected it to match the FE-LLDP
entry and forward the LLDP frames to the controller.
Finally we expected the controller to successfully
build and display the discovered topology to the
administrator.
Figure 1 below shows the successful results for
topology discovery in OpenFlow.

Ixia ImpairNet
IxNetwork
IxLoad
Anue 3500

Juniper Networks MX-480 3D Universal 
Edge Router

NEC PF5240
PF5248
PF6800

OE Solutions —
AimValley

Smart SFP TSoP
Smart SFP OAM

Spirent
Communications

Spirent TestCenter

Symmetricom SSU2000e
TimeProvider 5000

UPC LISPmob home router
LISPmob mobile node

Vendor Devices
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Software-Defined Networking
Figure 1: OpenFlow Topology Discovery 
Results

Both NEC and Huawei controllers displayed the
discovered topology graphically. The emulated
controllers (Ixia and Spirent) showed the topology in
a table form.
We observed that one of the OpenFlow switches
sent incorrectly encapsulated LLDP messages to the
controller, such that the frames were malformed.
During the hot-staging the vendor corrected the code
and successfully tested the requested functionality
subsequently.

Layer 2 and Layer 3 Forwarding in 
OpenFlow
An OpenFlow switch maintains flow tables which
are populated by an OpenFlow controller. Each flow
entry is composed of header match fields, counters
and actions. When a data packet arrives, the switch
tries to match the header of the packet with the
entries in its flow tables. If one of the entries matches
the packet header, the switch performs actions with
the packet as specified by the flow entry. 
In this test case we verified the ability of an
OpenFlow controller to install flow entries on an
OpenFlow Switch consisting of multiple fields of
Ethernet and IP headers. As soon as the entries were
successfully installed, we verified whether the switch
could forward the data traffic properly according to
the actions specified in the matched flow entry.
The test setup consisted of three interconnected
OpenFlow switches which were controlled by a
single OpenFlow controller at a time. Three
emulated hosts were connected to the switches. Host
2 and Host 3 were connected to the OpenFlow
Switch 2, Host 1 was connected to the OpenFlow

Switch 1. We applied two flows: One matched the
VLAN ID and MAC destination address of Host 2,
the second matched the destination IP address of
Host 3. We configured Host 1 and 2 in the same IP
network and Host 3 in a different IP network. On the
Ethernet service layer we configured a VLAN per IP
network. As soon as the emulated Host 1 sent traffic
to Host 2, the OpenFlow Switch directly attached
matched the VLAN and destination address of Host
2 and forwarded the traffic. The next OpenFlow
Switch routed traffic between the two IP networks.
Host 1 and Host 3 used this next OpenFlow Switch
as default gateway. When the OpenFlow Switch
tasked with IP routing received the traffic from Host 1
destined to Host 3, it replaced the VLAN ID and the
destination MAC address with Host 3’s VLAN ID and
MAC address.
Figure 2 summarizes successful results for the Layer
2 and Layer 3 Forwarding in OpenFlow test.
Note that test scenarios were carried out with the
three switches taking turns in their roles for layer 2
and layer 3 forwarding as described above.

Figure 2: OpenFlow Layer 2 and Layer 3 
Forwarding Results
(legend see Figure 1)

When we performed the test with each of the
emulated controllers, we configured the flows
manually. In the tests with non-emulated controller
implementations, the controllers discovered the
network topology and installed the flow entries
dynamically.
In one test run the Huawei Smart Network Controller
(SOX) controller successfully controlled the switches
of OpenFlow version 1.0 and 1.2.
One OpenFlow switch implementation was unable
to forward flows with and without VLAN encapsu-
lation simultaneously. In one of the test runs, when
we configured flows for tagged traffic, the imple-
mentation dropped the untagged LLDP packets. As a
result the tested controller could not discover the
topology. At a later time the vendor was able to fix a
bug in the code, and we reran the test successfully.

Extreme 
Summit X670

NEC 

Spirent 

Ixia 
IxNetwork

TestCenter

PF6800

Huawei
SOX

NEC 
PF5240

OpenFlow 1.0

OpenFlow OpenFlow
ControllerSwitch 

OpenFlow 1.2

NEC 

Ixia 
IxNetwork

PF6800 NEC 
PF5240

Extreme 
Summit X670

Spirent 
TestCenter

Huawei 
Openflow 1.2

Huawei
SOX
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In two other test runs we observed unexpected
packet loss for traffic flows that we transmitted at a
low rate. We assume that the flow entry actions to
rewrite the destination MAC address and the VLAN
ID were too complex for the switches. One vendor
found a workaround for the issue by changing the
order of the actions specified in the flow entry. 
One of the OpenFlow switch implementations did
not support rewriting of the VLAN ID (set action); the
OpenFlow version 1.0 specification indeed defines
this action as optional.

Recovery in OpenFlow
Mechanisms for recovery from a failure of the
primary data path are a key requirement for any
transport network technology. 
The OpenFlow specification defines the ability to
monitor the status of the ports of an OpenFlow
switch and modify the actions of the installed flow
entries if the port status changes. A controller imple-
mentation can use these features to implement the
resiliency mechanism by defining primary and
backup paths. Thus, the controller can switch over to
the backup path when the port status of the primary
path changes to down.
Each test combination involved three interconnected
OpenFlow switches — let’s call them Switch 1,
Switch 2 and Switch 3. They were controlled by one
of the OpenFlow controller in each test combination.
Two emulated hosts were connected to the switches.
Host 1 was connected to Switch 1, Host 2 to
Switch 2. Figure 3 shows all tested combinations.

Figure 3: OpenFlow Failure Recovery 
Results

(legend see Figure 1)

We installed flow entries on OpenFlow switches such
that the traffic directed to Host 2 was transmitted via
Switch 3. With the traffic running, we removed the
link between Switch 1 and Switch 3. We expected
that the controller would detect and localize such a
failure. We also expected that the controller would
modify the flow entries in the switches such that the
switches would redirect the traffic to the backup
path. We proceeded to measure the out-of-service
time during failover and recovery process.

The combinations with non-emulated controllers
showed out-of-service times of 70 ms once and
821 ms another time. One controller implementation
supported the revertive mode of operation. For this
implementation we measured 0 ms of service inter-
ruption time during recovery.
While we ran the test for the emulated OpenFlow
controller, we tested only the service interruption
time caused by the OpenFlow Switches. We
changed the priority of the primary path to low and
of the secondary path to high. This setting forced the
switch to redirect traffic from the primary to the
backup path. In this test run we measured a service
interruption time of 72 ms.
In one case we observed that a switch did not delete
a flow entry although the controller set the flow idle
timeout to 5 seconds. We expected that the switch
would remove the flow entry after the idle timeout
when we stop sending the traffic matching that entry.

Policy Based Routing in OpenFlow
A network-wide overview of the network topology
provides the controller with the capability to
calculate an optimal path with constraints set by an
operator. As a constraint, the operator can define
links that the controller must exclude or include
during the path calculation. The controller can
instruct the OpenFlow switches to create flow entries
that adhere to the calculated shortest path.

Figure 4: OpenFlow Policy Based Routing 
Results

(legend see Figure 1)

Our test setup for this test case consisted of a range
of combinations with three interconnected OpenFlow
switches each (again called Switch 1, Switch 2, and
Switch 3) which were controlled by an OpenFlow
controller. Three emulated hosts were connected to
the switches. Host 2 and Host 3 were connected to
the Switch 2, and Host 1 to the Switch 1. First we
applied two constraints — one for traffic directed to

Extreme 
Summit X670

Ixia 
IxNetwork

Huawei
SOX

NEC 
PF6800

NEC 
PF5240

Huawei 
Openflow 1.2

OpenFlow
Controller

OpenFlow
Switch

Extreme 
Summit X670

NEC 

Spirent 

Ixia 
IxNetwork

TestCenter

PF6800

Huawei
SOX

NEC 
PF5240
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Clock Synchronization
Host 2, another for traffic directed to Host 3. The
constraint for Host 2 traffic was to include the link
between Switch 1 and Switch 2. The constraint for
Host 3 traffic was to exclude the link between
Switch1 and Switch2. 
When we enabled the OpenFlow channels, each of
the controllers was supposed to learn the network
topology via LLDP initially. Afterwards we expected
the controller to install flow entries in the corre-
sponding switches dynamically, taking into consider-
ation the constraints we specified before. The
devices shown in Figure 4 participated successfully
in multi-vendor combinations.
Additionally, NEC successfully demonstrated this test
using two NEC PF5240 and one NEC PF5248.

OpenFlow 1.2 Demonstration
To further enable OpenFlow’s industry adoption and
improve the usability and scalability of OpenFlow
based SDN, OpenFlow 1.1 and 1.2 introduced
additional features. Multicast and multi-table flow
support was added in the OpenFlow specification
1.1; IPv6 and multiple controllers were added in
OpenFlow specification 1.2.

OpenFlow 1.2: Multicast IPv6 and 
MLD (Multicast Listener Discovery) 
Snooping based on Multiple Flow 
Tables
Most common hardware architectures support
multiple forwarding tables that allow complex
forwarding decisions by smaller number of entries
per table. OpenFlow 1.1 introduces multiple tables
that allow more efficient utilization of the switch’s
available hardware resources.
Huawei’s Smart Network Controller (SOX) success-
fully demonstrated IPv6 multicast combined with
dynamically created multi-table flow entries for
MLDv2 snooping functionality.
Huawei’s Openflow 1.2 switch correctly accepted
those multi-table flow entries and fulfilled the
required functionality.

OpenFlow 1.2: Load Balancing and 
Failover Using Multiple Controllers
The multi-controller is a core feature introduced in
OpenFlow 1.2. The feature addresses concerns
about single points of failure and the controller’s
performance in a single-controller setup. As a gener-
alized OpenFlow1.2 and 1.0 controller, Huawei’s
Smart Network Controller (SOX) successfully demon-
strated its multi-controller capability. Huawei
configured two physical controller servers to run as
equals in a cluster environment and to run logically
as a single OpenFlow controller. Smart Network
Controller (SOX) dynamically assigned new physical
controller servers to cope with increased control
traffic and dynamically released servers when traffic
dropped.

OpenFlow 1.2 Resiliency
A new fast-failure buckets group type was intro-
duced in OpenFlow 1.2. The mechanism enables
the OpenFlow 1.2 switches to change the
forwarding path without requiring a round trip
communication to the controller. Huawei’s Smart
Network Controller (SOX) correctly provided such
functionality with two Huawei Openflow 1.2
switches. We noticed out-of-service times exceeding
the specified limit of 50 ms during failover and
recovery.

CLOCK SYNCHRONIZATION

In this event we progressed EANTC’s packet-based
clock synchronization interoperability test program
initiated in 2008. We focused on verifying imple-
mentations of grandmaster, boundary, transparent,
and ordinary (slave) clocks for frequency and phase
synchronization as specified in IEEE 1588-2008. We
used GPS to provide the reference clock.

Precision Time Protocol: 
Transparent Clock
The goal of this test case was to verify the synchroni-
zation functions of IEEE 1588-2008 implementations
located at grandmaster, transparent, and slave
clocks. The transparent clock was inserted into the
precision time protocol (PTP) flow path between the
grandmaster and the slave clock.
To verify the ability of the PTP transparent clock to
update each PTP packet with correct delay times, we
generated bursty traffic on the link between the
transparent and the slave clocks. In addition, we
monitored the PTP messages that left the grand-
master and transparent clock, respectively, and
analyzed the timestamps and frame formats.
We measured the time interval error (TIE) at a sync-
out interface of the slave clock (where available) for
prolonged periods of time. Based on TIE, we calcu-
lated MTIE (Maximum Time Interval Error) and time
of day deviation. We expected a frequency
deviation of no more than 16 ppb (parts per Billion)
and phase deviation (time of day deviation) within
±1.5 μs (microseconds). 
In addition we measured the floor packet population
(FPP) metrics described in ITU-T G.8260. FPP is the
ratio of the received packet count within the cluster
height to the total received packet count. The cluster
height is a packet delay range between the
minimum observed packet delay and the minimum
observed packet delay plus 150 μs. The FPP is calcu-
lated over a window of 200 seconds.
FPP measurements evaluate the packet delay
variation (PDV) at the network boundary, immedi-
ately before the packet slave clock. An FPP
measurement lower than the FPP limit indicates
excessive PDV. We used the 1 % FPP goal as
described in ITU-T G.8261.1.
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For the transparent clocks we also measured the
accuracy of the correction field by comparing the
packet delay with the residence time — the value the
transparent clock adds to the correction field of the
PTP packets. We observed peak-to-peak correction
field accuracy ranging from 1.3 μs to 26 μs. 
Figure 5 below shows all successful results.

Figure 5: Transparent Clock Test 

A successful run required FPP values to correctly
exceed 1 % and all MTIE measurements to pass the
G.823 SEC mask.
Broadcom BCM956440 and BTI SA-810 passed the
±1.5 μs limit as slave clocks. Broadcom
BCM956440 and Extreme E4G-200 passed the
±1.5 μs limit as transparent clocks.
We encountered an interoperability issue between a
1-step transparent clock and a 2-step slave clock.
The transparent clock updated the correction field
only in the sync messages while the slave clock used
the correction field value only of the follow up
messages. Therefore the slave clock could not
properly synchronize. According to IEEE 1588-2008
the slave clock should use correction fields of both
sync and follow up messages.

PTP Boundary Clock
Boundary clocks provide a means to distribute time
in larger networks. The boundary clock relieves the
grandmaster from handling a large number of
ordinary clocks.
We advanced boundary clock tests this time: In
addition to emulating an asynchronous network
between the grandmaster and the boundary clock,
we emulated an asynchronous network between the
boundary and the ordinary clocks at the same time
as well. This scenario is representative for boundary
clocks acting within asynchronous networks.
In this test we set up a PTP clocking chain consisting
of grandmaster, boundary and slave clocks.
Between the grandmaster and the boundary clock
and between the boundary and the ordinary clocks
we emulated network paths of 10 nodes each. The
impairment generator performed this emulation with
an impairment profile according to ITU-T G.8261
test case 12.
We extended the setup this time by adding a
measurement point on the boundary clock output,
complementing the one on the slave clock. We
started the boundary and slave clocks from free-
running state and allowed one hour for the nodes to
lock. When the slave clocks were locked, we started
the time interval error (TIE) and floor packet
population (FPP) measurements. We performed each
of the measurements for at least five hours.
For MTIE calculation we excluded the clock stabili-
zation period. The stabilization period following the
lock acquisition on the slave clocks ranged from 45
minutes to one hour.

Figure 6: Boundary Clock Test
(legend see Figure 5)

We observed successful results for this challenging
setup: All measurements passed the ITU-T G.823
SEC MTIE mask. In both successful test runs we
observed FPP correctly exceeding 1 % as expected.
Ericsson MINI-LINK SP 210 passed the ±1.5 μs
phase deviation limit.
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Clock Synchronization
Precision Time Protocol and 
Synchronous Ethernet — 
Hybrid Mode
In previous test events we concluded that
Synchronous Ethernet provides reliable and precise
frequency synchronization in multi-vendor scenarios.
Meanwhile, Synchronous Ethernet (SyncE) has
turned out to be the first choice of network designers
for applications requiring high-precision frequency
synchronization.
However, SyncE cannot provide phase or time-of-
day synchronization. If SyncE-enabled networks are
required to deliver phase synchronization as well,
PTP and SyncE can be combined (“hybrid mode”).
PTP will provide phase synchronization while SyncE
provides frequency synchronization.
For hybrid mode tests, we reused the previous test
setup (see PTP Boundary Clock). We enabled SyncE
on the data interfaces between the Grandmaster
and the boundary clocks and between the boundary
and the slave clocks. We configured the ordinary
clocks to do frequency synchronization from the
SyncE interfaces, and phase synchronization from
the PTP signal.
We started the test when the clocks were in the free-
running mode. We allowed the clocks first to acquire
a lock. We then simultaneously introduced packet
delay variation (PDV) based on ITU-T G.8261 test
case 14 and a sinusoidal wander for the
Synchronous Ethernet signal with a frequency of 0.1
Hz and 40 ns peak-to-peak amplitude — the latter to
challenge PTP implementations for which slow
wander is more difficult to compensate.
We expected the maximum time interval error (MTIE)
to pass the G.8262 EEC Option 1 mask (frequency)
and expected the phase deviation to remain within
±1.5 μs.
One combination successfully participated in this test
as boundary clock (see Figure 7), three combina-
tions succeeded as transparent clocks (see Figure 8).

Figure 7: Hybrid Mode PTP and SyncE: 
Boundary Clock Test

(legend see Figure 5)

In one combination, we observed an issue
concerning the sequence numbering in signaling
messages.
All maximum time interval error (MTIE) measure-
ments passed the G.8262 EEC Option 1 mask and
the ±1.5μs phase limit.

Figure 8: PTP and SyncE Hybrid Mode: 
Transparent Clock Test

(legend see Figure 5)

Precision Time Protocol: 
Best Master Clock Selection
The Precision Time Protocol (PTP) provides a
mechanism for slave clocks to select the best master
clock in their respective synchronization domain.
The selection is performed according to the PTP attri-
butes of the grandmaster (e.g. PTP priority, clock
class).
In our test scenario as shown in Figure 9, two grand-
masters provided timing to PTP domain A. The
boundary clock was a slave clock in domain A and
a master in domain B. The boundary clock was
synchronized with the best master in PTP domain A
and supplied clock signal downstream to the slave
clock in PTP domain B.
We started the test when the boundary clock
(Ericsson MINI-LINK SP210) and the slave clock (ECI
NPT-1200) were in a free-running state. As both
Symmetricom SSU2000e grandmasters were
traceable to the same reference clock and were
configured with identical priorities, the boundary
clock used the grandmaster identity as a tie-breaker
when performing the best master clock selection
algorithm. 
First, we induced a switching event by modifying the
clock priority of grandmaster A. The Ericsson MINI-
LINK SP210 boundary clock correctly detected the
change and switched over to grandmaster clock B
because its priority changed. 
In the next step, we used an impairment tool to drop
all PTP messages originating from grandmaster B.
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The boundary clock correctly detected that grand-
master B was unavailable and reverted back to
grandmaster A.
During the whole test duration we performed time
interval error measurements of the signal coming out
of the slave clock. We expected that the transitions
between the grandmasters had no major impact on
the clock quality and the maximum time interval
error (MTIE) passed the ITU-T G.823 SEC mask. 

Figure 9: Precision Time Protocol:
Best Master Clock Selection

(legend see Figure 5)

SyncE Islands Synchronization via 
PTP
In this test scenario, we verified clock transfer
between disjoined synchronous Ethernet domains by
means of Precision Time Protocol (PTP), a common
use case for operators using any kind of leased lines
that do not provide synchronization.

Figure 10: SyncE Islands Synchronization 
via PTP

(legend see Figure 5)

As Figure 10 shows, we connected two SyncE
networks (Islands) over an asynchronous network.
The nodes on the border between the SyncE-enabled
network section and the asynchronous network
section ran PTP and synchronized the SyncE islands
with each other. To emulate an asynchronous
network we used an impairment tool that introduced
PDV to the network segment between the PTP master
and the PTP slave using ITU-T G.8261 test case 13.
After all clocks acquired a lock, we started the time
interval error measurements.
In both successful test runs, the maximum time
interval error (MTIE) passed the G.823 SEC mask
but not the G.8262 EEC Option 1 mask.

Transparent SDH/SONET over 
Packet (TSoP) Synchronization 
Across Carrier Ethernet Service
This time we extended the program with tests for
Transparent SDH/SONET over Packet (TSoP). TSoP
is described in draft-manhoudt-pwe3-tsop. The draft
submitted to the IETF defines encapsulation of SDH
frames over Ethernet packet networks in a structure-
agnostic way. Applications of TSoP include
migration of legacy SDH/SONET access network
and upgrading STM-1 microwave links to Ethernet
packet network for mobile backhaul.
As SDH/SONET is sensitive to frequency synchroni-
zation, TSoP is in turn dependent on a supplemental
clocking mechanism. Synchronous Ethernet (SyncE)
is one of the options which we chose to employ in
this scenario.
SFP modules implementing TSoP were inserted into
Carrier Ethernet devices, providing TSoP over
synchronous Carrier Ethernet service. The tested
TSoP implementation used differential clocking. The
reference clock was provided via SyncE. 
The following figure depicts the successful combina-
tions we verified.

Figure 11: TSoP Synchronization across 
Carrier Ethernet Service

(legend see Figure 5)
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During the test execution we generated SDH traffic
over TSoP and monitored the packet loss and SDH
error counters. We introduced impairment to the test
traffic flow. We used a packet delay variation (PDV)
profile based on the ITU-T G.8261 test case 12 and
a wander profile based on the ITU-T G.8262 TDEV
EEC Option 1 mask for the SyncE signal. During the
test execution we observed no packet loss and no
SDH errors. 
In one of the test steps we emulated a unidirectional
link failure by dropping all Ethernet TSoP frames.
Both TSoP endpoints detected the failure by
indicating remote and local packet loss, and the
SDH traffic generator detected loss of frame (LOF)
condition as expected.
The OE Solutions — AimValley Smart SFP TSoP
successfully participated in the test as TSoP.
BTI SA 810, ECI NPT-1200, Ericsson MINI-LINK SP
310 and Extreme E4G-200 successfully participated
as SyncE nodes and TSoP SFP module hosts.

MPLS MULTICAST VPN
As the worldwide demand grows for multicast
services, we decided to test the multi-vendor interop-
erability of new innovative MPLS multicast technol-
ogies in this year’s MPLS interoperability test. 
Multicast VPN (MVPN) is a multicast service
technology specified by the IETF in a series of speci-
fications RFCs 6513, 6514, 4659 and 4875. The
IETF combined a range of industry ideas in these
RFCs, making their choice optional. There are two
major ways to implement multicast for MPLS Layer 3
VPNs across service provider networks: Either using
PIM or multi-protocol BGP (MP-BGP) between MPLS
Provider Edge (PE) routers. The first method is often
informally called as draft-rosen, the later method as
the next generation (NG) MVPN. 
NG MVPN maintains the multicast state information
between the PE routers using the same architecture
that is used for unicast VPNs. Another advantage of
deploying MVPN with MP-BGP is the ability to reuse
traffic engineering features provided by MPLS and
BGP. MVPN requires interoperability on multiple
levels for different protocols and options, such as
RSVP-TE, mLDP, BGP, inclusive and selective trees,
etc. Interoperability is a key requirement for any
successful multi-vendor deployment. For two weeks
during hot-staging, we tested some of the options.
We publicly tested full-mesh interoperability of NG
MVPN between Alcatel-Lucent, Cisco, Juniper
Networks, and Ixia for the first time in the industry.
We verified functionality and two resiliency options:
BGP-based and RSVP-TE-based.

IPv6 MVPN using P2MP Tunnels
The move towards larger scale multicast services
happens in parallel to IPv6 migration. We tested
NG MVPNs together with IPv6.

Table 1: IPv6 MVPN P2MP Tunnel Test 
Parameters

As the first step during the test execution, vendors
configured PEs with one of the profiles represented
in Table 1. We enabled MP-BGP on all PEs. Once
BGP sessions were established, we verified the
unicast and multicast Virtual Router Forwarding
(VRF) functions on each PE. We expected each PE to
install unicast routes to remote PEs and to the CE
multicast receivers. We verified that each PE adver-
tised and installed MP-BGP route type 1, also called
Intra-AS I-PMSI A-D route in the MVPN VRF. In the
second step, we enabled a multicast source and
expected the PE connected to the multicast source to
advertise MP-BGP route type 5 Source Active A-D
route. We verified on each PE that route type 5 was
installed in MVPN VRF. 
Next, we enabled multicast receivers and generated
multicast test traffic at the source. We verified that
the PEs converted the customer multicast join
messages to BGP c-multicast routes (type 6 and 7,
also called Shared Tree Join and Source Tree Join
respectively) and that the traffic was forwarded to
the receivers that joined the multicast tree. We also
verified that the PE installed BGP c-multicast routes
(type 3 and 4, also called S-PMSI A-D route and Leaf
A-D route) if the traffic was forwarded using S-PMSI
tunnels. 
As the last step, we disabled multicast receivers and
verified that PEs pruned all BGP c-multicast routes
excluding route type 1 and type 5. 

Parameters
Profile 1
(RSVP-TE)

Profile 2
(mLDP)

Core Network IP Version IPv4
PE-CE Unicast Routing Static
PE-PE Unicast Routing OSPF

PE-CE Multicast Routing 
IPv4: PIM-SM
IPv6: MLDv2

MLDv2

PE-PE Multicast Routing MP-BGP
Auto Discovery Protocol enabled
Tunnel Type P2MP
P-Tunnel Signaling RSVP-TE mLDP
P-Tunnel Encapsulation MPLS

PMSI Tunnel Type Inclusive and 
Selective Inclusive

Customer Multicast 
Route

(*,G) 
Static Rendezvous point (C-
RP) configured on all PEs

Customer Multicast 
Traffic Type

Dual stack 
IPv4 & IPv6 IPv6
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Figure 12: IPv6 MVPN Using P2MP Tunnels

Alcatel-Lucent 7750 SR-12, Cisco ASR 9000 and
Juniper MX-480 jointly successfully participated in
the test when profile 1 was configured and RSVP-TE
P-Tunnel signaling was enabled. Note that, as part
of the initial staging for this profile vendors validated
IPv4 multicast interoperability using IPv4 versions of
Profile 1. Ixia IxNetwork emulated IGMP and PIM-
SM at this stage. The test continued by verification of
IPv6 for Profile 1, where Ixia IxNetwork emulated
MLDv2. 
Alcatel-Lucent 7750 SR-12, Cisco ASR 9000, Cisco
CRS-1, Ixia IxNetwork and Juniper MX-480 success-
fully tested profile 2 when mLDP P-Tunnel signaling
was enabled. In this scenario Ixia IxNetwork
emulated a PE router as well as MLDv2 multicast
source and receivers.

During the test setup and test configuration, we
observed several issues: 
1. There was a TypeValue mismatch among

vendors. The pre-RFC implementations by two
vendors support by default VRF Route-Import
Extended Community type as it was specified in
the draft version (0x010a); IETF later changed
the type value when MVPN was released as an
RFC (0x010b). As a result of the mismatch, MP-
BGP route types 6 and 7 were not generated
and the multicast traffic was not forwarded
between the routers. One of the two vendors was
able to switch to RFC-compliant encoding using
CLI knob, the other modified the implementation
during the event (with a future configuration
expected). With these modifications, interopera-
bility was achieved between all vendors.

2. During the test preparation the participating
vendors recognized that there are two different
incompatible PMSI Tunnel Attribute (PTA)
encodings defined by RFC 6514 and RFC 4875,
respectively. The Tunnel Identifier starts with
Extended Tunnel ID and ends with P2MP ID as
per RFC 6514. The order of the fields is reversed
in RFC 4875. To ensure interoperability between
vendors, RFC 4875 encoding was chosen.

3. During MVPNv6 test verification, we observed
that one of the implementations was unable to
act as an MLDv2 router. To resolve the issue, the
router was configured with static MLD joins, and
Ixia IxNetwork emulated the multicast receivers.

4. During the profile 1 verification, we observed
that when one of the CEs sent PIM Joins, another
CE also incorrectly received traffic for a few
seconds. According to the vendors, a potential
explanation was that one of the PEs was
configured to join MLD statically; as a result, it
could forward the traffic received on I-PMSI to
corresponding CEs. The PEs would leave the
group when the BGP timer expired. 

5. During the test verification, we noticed that
RFC 6513 section 10 proposes two methods of
supporting PIM-SM in ASM (Any Source
Multicast) mode. One mode (Source-Specific C-
tree) calls for sending BGP type 6 and type 7
routes from Egress-PEs. While the other (Shared
C-trees) calls for only sending type 7 messages.
We observed during the testing that the partici-
pating implementations had a different default
behavior to handle the ASM service model and
that caused situations where joined receivers
would not get multicast traffic. The issue was
corrected with proper configuration alignment.

6. We observed that one of the implementations
always built a Shortest Path Tree (SPT) to the
Multicast Rendezvous Point. As a result no route
type 6 was advertised to the PE sender when I-
PMSI tunnels were used.
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MPLS Multicast VPN
IPv6 Multicast VPN Resiliency 
Service providers require resiliency solutions for
network services they offer. There are two options for
resiliency in MVPN: Dual-homing for multicast
source and protection of PE-PE data path.
In our first resiliency scenario, we tested a dual-
homed multicast source. We derived the test setup
from the MVPN functionality test case (see »IPv6
MVPN using P2MP Tunnels« above) when Profile 1
was configured. Each PE generated one route for its
corresponding CE-PE connection to the multicast
source. The receiving PE executed the BGP best path
algorithm to select an optimal path to the multicast
source. 
During the test we shut down the interface between
the multicast source and the primary PE sender. We
expected the multicast traffic be forwarded to the
multicast receiver via redundant PE with low traffic
loss during the convergence. Finally we tested the
recovery case as we brought back the shut down
interface. In this step we expected the multicast
traffic to be sent out via primary PE sender with low
traffic loss during the convergence.
Figure 13 represents participants that successfully
participated in the dual-homed MVPN resiliency
scenario. We measured an out-of-service time of 4.8
seconds in a failure case and no loss during
recovery. 

Figure 13: IPv6 Multicast VPN Resiliency 
via BGP

One of the P-tunnel methods described in RFC 6514
is RSVP-TE. In case that RSVP-TE is used for P-Tunnel
signaling, the Traffic Engineering capabilities such
as Fast Reroute can be used to provision resiliency
for MVPN. We verified this capability in our second
resiliency scenario. We used the same test setup as
for IPv6 MVPN using P2MP Tunnels with Profile 1
and MPLS FRR link protection configured. Once we
verified that the MVPN was operational and the
traffic was forwarded to the multicast receivers
without traffic loss, we emulated a link failure
between the forwarder PE and one of the receiver
PEs. We expected the multicast traffic to be
forwarded via an intermediate PE to the multicast
receiver with low traffic loss.
Figure 14 represents successful test results for the
second MVPN resiliency scenario.
During the failover phase we observed duplicated

multicast traffic on the back-up link inside the core
for a couple of seconds — which was expected
because of FRR link protection. It took several
seconds for the network to converge. During the
convergence we observed duplicated traffic on a CE
for about 740 ms. We observed no traffic loss nor
duplication of the traffic in the recovery phase.

Figure 14: IPv6 Multicast Resiliency via 
RSVP-TE Fast Reroute

MPLS-TP and IP/MPLS Interworking
In this test we verified vendor progress when it
comes to interconnecting MPLS-TP and IP/MPLS
networks.
We verified two test scenarios, multi-segment
pseudowires (MS-PW) and H-VPLS. In the first
scenario we composed a point-to-point service of
two PW segments, one in an IP/MPLS domain and
one in an MPLS-TP domain. We connected both
domains to a stitching point, a device capable of IP/
MPLS and MPLS-TP interworking. In the second
scenario, we configured a VPLS service in IP/MPLS
and extended it with spoke PWs within the MPLS-TP
domain. We configured the Virtual Switch Instance
(VSI) on the stitching point device.
In both scenarios, we configured the PW segments
statically in the MPLS-TP domain. For the IP/MPLS
control plane we used OSPF as the IGP protocol,
LDP as the LSP signaling protocol and T-LDP as the
service signaling protocol.
We verified that the services in the IP/MPLS domain
and the MPLS-TP domain were established on each
device. We verified the mapping between IP/MPLS
and MPLS-TP in the stitching point device. Next, we
generated bidirectional traffic using the traffic gener-
ators connected to the Access Circuits (ACs). We
observed no traffic loss to the service traffic.
The Cisco ASR 9000 successfully participated in the
test as a stitching point. Cisco ASR 9000, ECI NPT-
1200 and Ericsson MINI-LINK SP 210 successfully
participated in the test as MPLS-TP nodes. Cisco ASR
9000 successfully participated in the test as an IP/
MPLS node.
Ixia IxNetwork successfully emulated MPLS-TP and
IP/MPLS nodes, and Spirent TestCenter successfully
emulated MPLS-TP nodes.
Figure 15 depicts the successful combinations we
verified.
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Figure 15: MPLS-TP and IP/MPLS 
Interworking

MPLS-TP 1:1 OAM based Protection
Resiliency in an MPLS-TP network is one of the key
requirements and reasons the protocol family was
invented. In this year’s test, we focused mainly on
RFC 6378, i.e. Protection State Coordination (PSC)
implementations. However, we tested vendors’
implementations for 1:1 LSP protection without PSC
support as well. 
In the test we built two MPLS-TP LSPs using distinct
links between a pair of devices. We configured
MPLS-TP 1:1 protection for these LSPs. A service
pseudowire (PW) used the 1:1 protected LSP. BFD
Continuity Check (CC) sessions ran on both working
and protection LSPs to monitor the liveliness of the
LSPs. The devices transmitted BFD-CC over Generic
Associated Channel (G-ACh) using Generic
Associated Label (GAL). For the test scenarios we
used BFD with or without slow start procedure. We
configured the BFD intervals to either 3.33 ms (BFD
multiplier set to 3) or 15 ms (BFD multiplier set to 2).
When we generated bidirectional test traffic with a
constant frame rate, we enabled bidirectional
impairment and measured the out-of-service time
during failover and recovery process.
We expected the out-of-service time to be less than
50 ms based on standard industry expectations.
The following devices participated in this test case:
Cisco ASR 9000, ECI NTP-1200, Ericsson MINI-
LINK SP 310, Ericsson SSR 8010, Hitachi
AMN6400, Ixia IxNetwork. 

Figure 16: MPLS-TP 1:1 OAM Based 
Protection

The following devices successfully participated in the
failover part of the test: Cisco ASR 9000, ECI NTP-
1200, Ericsson MINI-LINK SP 310, Ericsson SSR
8010, Hitachi AMN6400, Ixia IxNetwork.
The following devices successfully participated in the
recovery part of the test: Cisco ASR 9000, ECI NTP-
1200, Ericsson MINI-LINK SP 310. 
For all successful test scenarios, we observed less
than 50 ms out-of-service times for failover and
recovery.
For the test combination with ECI NTP-1200 and
Ericsson MINI-LINK SP 310, we successfully tested
failure protection switching and MPLS-TP adminis-
trative commands based on RFC 6378. During the
failover we measured 12–14 ms and during the
recovery 11–14 ms out-of-service time. Interopera-
bility of the following administrative commands was
successfully verified: Lockout of protection, Forced
Switch and Manual Switch. 
For the test combination with Cisco ASR 9000 and
Ericsson MINI-LINK SP 210, we tested only the
failure protection switching. During the failover we
measured 22.8–26.9 ms and during the recovery 
0–8 ms out-of-service time.
For the test run between Ericsson MINI-LINK SP 310
and Hitachi AMN6400 we measured 9.8 ms out-of-
service time during the failover. 
For the test run between Hitachi AMN6400 and Ixia
IxNetwork, we used Ericsson SSR 8010 as interme-
diate node. We measured 10.2 ms out-of-service
time during the failover.
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In some link recovery test runs we were unable to
validate automatic switchover: When the failed link
was restored, one of the devices would switch to the
primary path while the other would stay on the
protection path. In such cases we observed 100 %
loss in both directions until the switchover to the
primary path was performed by manual configu-
ration. The vendors affected by this behavior that the
issue was caused by implementation of different PSC
versions. While one vendor supported version 0, the
other supported version 1 of PSC. According to
RFC 6378 the version field in the PSC messages
must be set to 1.

MPLS-TP Fault Management
MPLS-TP fault management provides tools that can
automatically indicate a disruption on a link or node
along the data path to an MPLS-TP LSP endpoint.
This indication is important to quickly identify faults
and the root cause of the failure as well as trigger
protection mechanisms. Request for comments (RFC)
6427 defines the MPLS OAM channel and
messages to communicate various types of service
disruptive conditions.
An implementation raises the MPLS-TP Alarm
Indication Signal (AIS) message and corresponding
Link Down Indication (LDI) flags when it detects
defects on the lower layers. An MPLS-TP device
generates a Lock Report (LKR) when an operator
administratively shutdown a link. In this test, we
tested LDI and LKR alarms.

Figure 17: MPLS-TP Fault Management

We tested LDI for all vendor pairs as shown in Figure
17. We tested LDI by disconnecting one of the links
along the data path. The intermediate node propa-
gated the AIS (L-Flag=1, R-Flag=0) message as soon
as the link was down. The node generated an AIS
Clear (L-Flag=1, R-Flag=1) message as soon as the
link was up. 

In addition, we tested LKR for two vendor pairs as
shown in Figure 17. We tested LKR by administra-
tively locking one of the links along the data path.
The intermediate node propagated the LKR message
as soon as the link was administratively locked via
node’s CLI. The node generated an LKR Clear
message as soon as the link was administratively
unlocked via node’s CLI.
The following devices successfully participated in
this test case: Cisco ASR 9000, ECI NTP-1200,
Ericsson MINI-LINK SP 210, Hitachi AMN6400 and
Ixia IxNetwork.

MPLS-TP on Demand OAM
OAM tools are essential to the upkeep of a network
— they provide fundamental operational control and
troubleshooting mechanisms. IETF RFC 5860
specifies the OAM requirements for MPLS-TP — the
OAM mechanisms must operate in-band, and must
not rely on a control plane.
OAM tools like LSP ping and traceroute provide on-
demand connectivity verification (CV) and path
tracing functions and enable to isolate failures, and
thus simplify troubleshooting and reduce the time to
determine the root cause of a failure. LSP ping and
traceroute were standardized in IETF RFC 6426.
We tested LSP ping and traceroute commands from
one end point of the MPLS-TP LSP using CLI. We
executed both commands in two network conditions,
with and without an emulated link failure on LSP
path. OAM messages were sent over the Generic
Associated Channel (G-ACh) without IP encapsu-
lation.
We started the test by verifying the functionality of
the bidirectional LSP with generation of bidirectional
traffic between the traffic generators. Afterwards,
we verified the functionality of the OAM tools and
observed the correct echo response messages with
LSP ping and the list of nodes in the path with LSP
traceroute.
We emulated a link failure and repeated the
commands. We verified that LSP ping timed out and
LSP traceroute localized the problem.
Cisco ASR 9000, Cisco ASR 9000 and Ericsson
MINI-LINK SP 210 successfully participated in the
test as shown in Figure 18.

Figure 18: MPLS-TP BFD on Demand OAM
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MPLS-TP Static-Pseudowire 
Redundancy
LSP linear protection often provides sufficient resil-
iency to an MPLS-TP network. However, service-
aware resiliency is still desired in MPLS-TP. This test
covered pseudowire (PW) redundancy in the MPLS-
TP domain when the PW control plane is not
available. 
RFC 6478 and RFC 6870 define a mechanism to
signal the standby status of a redundant PWs
between their terminating nodes, using the prefer-
ential forwarding status bit. The PW status is encap-
sulated in a PW OAM message and transported in
band with the PW data using the Generic
Associated Channel (G-ACh).
We generated bidirectional traffic between the
access circuits of the active and standby PWs. We
verified that the traffic was forwarded only via the
active PW. While the traffic was running, we
emulated a link failure of the access circuit
connected to the active downstream node. The
devices detected the failure and signaled to the
upstream node and switched the traffic to the
protection PW. We measured 1.29 seconds out of
service time during the failover protection switching.
We restarted the traffic on the traffic generators and
reconnected the previous removed link. We verified
that the devices detected the link restoration and
signaled that to the upstream node. We verified that
the devices switched the traffic to the working PW.
We measured 0.99 seconds out of service time for
recovery.
Figure 19 shows the test setup for static pseudowire
redundancy. 

Figure 19: MPLS-TP Static-Pseudowire 
Redundancy

The following devices participated in the test success-
fully: Cisco ASR 9000 and Ericsson MINI-LINK
SP 210.
During the tests, we observed that the channel type
point code was set to 0x0022 in the G-ACh header,
as set in draft versions of the specification. The IETF
RFC 6478 defines 0x0027 as the code point value
for PW OAM Messages.

Ethernet VPN
Ethernet VPN (E-VPN), currently under standard-
ization by the IETF, replaces the data plane-based
MAC learning with control plane-based MAC
learning. With E-VPN, PEs advertise MAC addresses
to other PEs using Multi-Protocol BGP (MP-BGP) and
VPN traffic is transported over MPLS label switched
paths (LSPs). Provider Backbone Bridging E-VPN
(PBB-EVPN) is an application of PBB (IEEE 802.1ah)
to E-VPN.
E-VPN and PBB-EVPN are designed with interopera-
bility in mind by using the same Network Layer
Reachability Information (NLRI) messages where
applicable. For example, the EVPN NLRI route type
2 (MAC Advertisement Route) is used by EVPN PEs
to advertise customer MAC addresses, while PBB-
EVPN PEs use them to advertise backbone MAC
addresses.
Our test setup consisted of two PE router configured
with PBB-EVPN in a common EVPN instance. Traffic
generators were connected at the CE interfaces on
both routers associated to the EVPN instance.
We started the test by enabling OSPF, LDP and MP-
BGP sessions between the two routers and expected
to observe that all protocols sessions were estab-
lished and that the BGP peers exchange correct MP-
BGP EVPN NLRIs. In the next step we expected to
observe the exchange of BGP MAC Advertisement
Route (type 2 route) carrying the relevant MAC
addresses for known unicast and an Inclusive
Multicast Ethernet Tag Route (type 3) for multicast or
unknown unicast. We generated traffic between the
two edge interfaces and expected to observe no
traffic loss.
The following figure depicts the successful test run
we verified.

Figure 20: Ethernet VPN

Cisco ASR 9000 successfully participated as a PBB-
EVPN PE. Ixia IxNetwork successfully emulated a
PBB-EVPN PE.
During the test we also attempted to send multicast
traffic. However, we observed that although type 3
Inclusive Multicast Ethernet Tag Route were correctly
exchanged, multicast packets were not forwarded
on the data plane.
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IPV6 TESTS

The Internet community is facing multiple general
Internet Protocol version 4 (IPv4) issues — the
exhaustion of IPv4 addresses is probably the most
prominent one. IPv6 technology promises to solve
the issue. The migration from IPv4 to IPv6 in service
provider networks is a long-lasting process and can
not be performed in one step due to the huge infra-
structures involved worldwide.
The IETF defined multiple migration scenarios. The
most prominent are Dual-Stack, Dual-Stack Lite and
6rd. During this event we concentrated on testing
Dual-Stack Lite and 6rd.
We also tested a recent addition to the family of IPv6
migration technologies, Mapping of Address and
Port (MAP), which positions itself as a stateless
counterpart to Dual-Stack Lite. MAP does not require
stateful Carrier Grade NAT (CGN) to map IPv4 to
IPv6 addresses. MAP as a stateless solution promises
to solve scalability issues of stateful CGN in big
deployments.
Exponential growth of the IP routing tables is another
serious issue. However IPv6 does not address the
scalability problems of the routing tables. Migration
to IPv6 can even accelerate the tables growth.
The issue was identified and documented in IETF
RFC 4984, section 7. The root cause of the problem
was determined to be the overloading of the IP
address semantic — hosts identification — by
additional semantics like location identification and
traffic engineering.
The IETF working group is currently working on
Locator/Identifier Separation Protocol (LISP) as a
solution. The LISP working group published seven
RFC documents in January this year, including the
base LISP specification (RFC 6830) and interworking
between LISP and non-LISP sites (RFC 6832), aiming
to solve the address overloading issue. During our
event we tested the LISP protocol in IPv6 Service
Provider scenario.

6rd — Rapid Deployment on IPv4 
Infrastructure
Standardized in IETF RC 5969, 6rd consists of two
main components, the 6rd Customer Edge (6rd CE)
and 6rd Border Router (6rd BR).
The 6rd CE provides dual stack connectivity towards
the home user’s LAN and handles the tunnel encap-
sulation and the mapping between IPv4 and IPv6
addresses towards the provider network. On the
provider side, the 6rd BR serves as the gateway to
the IPv6 Internet and terminates the tunnels of the
individual 6rd CEs.
6rd maps IPv4 addresses to IPv6 addresses. The
IPv4MaskLen parameter defines which part of the
IPv4 address is encoded in the IPv6 address.
We tested two scenarios. In the first scenario,
IPv4MaskLen was set to zero, i.e., the entire IPv4
address was encoded in the IPv6 address and the
addresses were allocated out of a global IPv4

address pool. In the second scenario, the addresses
were allocated out of a private IPv4 network and
IPv4MaskLen was set to 8. The 24 least significant
bits of the IPv4 addresses were encoded in the IPv6
address. CGN was used to perform translation
between the private addresses (10.0.0.0/8) and
global Internet addresses.
Our test setup consisted of two 6rd CEs, a DHCP
server and a 6rd PE. We generated traffic between
the 6rd CEs and the emulated IPv4 and IPv6 Internet
provided by the 6rd BR.
We started the test execution by activating DHCP on
the 6rd CEs. In the next step we observed the correct
IPv4 address and 6rd BR address configuration. We
then enabled the emulated user’s home devices
connected behind the CPE and expected to observe
the appropriate IPv4 and IPv6 addresses allocated
on them. Finally we generated fully meshed IPv4 and
IPv6 traffic and expected to observe no traffic loss.
The following diagram depicts the successful permu-
tations we verified:

Figure 21: 6rd — Rapid Deployment on 
IPv4 Infrastructure

As depicted in Figure 21, Cisco ASR 9000 success-
fully participated in the test as 6rd BR. Cisco ASR
1000 successfully participated as DHCP server.
Juniper MX-480 successfully participated as both
6rd BR and DHCP server.
Ixia IxNetwork and Spirent TestCenter successfully
emulated the 6rd CE.
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Dual-Stack Lite Broadband 
Deployments
While some IPv6 migration scenarios are designed
for core networks running IPv4, Dual-Stack Lite (DS-
Lite) addresses the opposite scenario — an IPv6 core
network with residual IPv4 deployment. Dual-Stack
Lite is specified in IETF RFC 6333. The two basic
components of DS-Lite are the address family trans-
lation router (AFTR) and a DS-Lite capable CPE.
We connected a DS-Lite-capable CPE through an
IPv6-only transport to the AFTR. We attached two
endpoints to the external interface of the AFTR, one
emulating an IPv4-only connection and the other an
IPv6-only connection. Behind the DS-Lite CPE, we
connected a Dual-Stack endpoint. We generated
bidirectional traffic from the internal to the external
network and expected no traffic loss.
We configured the AFTR to allow up to 10 flows for
each subscriber, and generated 11 flows. We
expected to observe no traffic loss for 10 flows and
the traffic of the remaining flow not to be forwarded.
We also expected to observe logging messages
describing the creation and expiration of flows,
along with the respective IP addresses and port
numbers.
The following diagram depicts the successful permu-
tations we observed in this test.

Figure 22: Dual-Stack Lite Broadband 
Deployments

Alcatel-Lucent 7750 SR-12 and Juniper MX-480
successfully participated in the test as AFTR. Ixia
IxNetwork and Spirent TestCenter successfully
emulated a DS-Lite CPE.

Port Control Protocol (PCP) in 
Context of Carrier-Grade NAT 
(CGN) for Dual-Stack Lite
In Dual-Stack Lite, IPv4 subscriber addresses are
mapped to the global addresses by Carrier Grade
NAT (CGN). If subscribers would like to receive
traffic from the Internet, port forwarding — similar to
the home routers performing NAT — is required. As
CGN is located in the provider network, forwarding
configuration require a method to convey the port

mapping information to the CGN.
The Port Control Protocol (PCP) offers such a
solution. The base protocol is still being
standardized in the IETF work in progress draft-ietf-
pcp-base.
To request the binding for incoming traffic at the
CGN, the PCP client sends a MAP request. One of
the PCP modes enables a CPE device to send the
binding information on behalf of a host connected
behind it by using the third party PCP option.
The PCP lifetime parameter specifies the amount of
time in seconds, during which the binding shall be
remain valid.
In our setup, an emulated CPE is connected to the
AFTR, acting as a CGN and a PCP server. We
generated a PCP MAP request and generated
unidirectional traffic from the external network to the
internal host. We expected no traffic loss for the
traffic. After the PCP lifetime expired we expected all
traffic to be dropped.
The following figure depict the test setup and
successful combinations.

Figure 23: Port Control Protocol (PCP) in 
Context of Carrier-Grade NAT (CGN) for 

Dual-Stack Lite

Alcatel-Lucent 7750 SR-12 and Juniper MX-480
successfully participated in the test in the role of the
AFTR and PCP server. Ixia IxLoad successfully
emulated the DS-Lite CPE and PCP Client.
We observed different behavior of the CGN with
regards to the PCP lifetime parameter. One imple-
mentation started the timer immediately following the
MAP binding, while another started the timer after
traffic stopped and restarted the timer if it received
traffic matching the binding. We also observed an
issue with the PCP client, which allowed the PCP
request to be sent to predefined ports only. We
alleviated the issue by using a tool of the emulator to
edit the request.

IPv6 Migration: Mapping of 
Address and Port
IPv6 migration scenarios commonly involve IPv4
address sharing. Unless specifically addressed by
the migration technology, it implicitly requires stateful
translation provided by CGN. 
Mapping of Address and Port (MAP) is an alter-
native to the CGN and aims to provide stateless
translation of IPv4 address and port to IPv6 address.
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Due to its stateless nature, MAP may solve scalability
issues of stateful CGN.
Configuration of MAP starts with the creation of a
basic mapping rule (BMR). The BMR specifies how
the translation is performed: how many of the IPv4
address bits will be used, how many ports is
allocated to each subscriber, how many ports are
reserved and whether the addresses are allocated in
contiguous blocks.
MAP has two variants. The encapsulation mode,
referred to as MAP-E, uses IPv6 tunnels to enclose
the IPv4 packets. The translation mode, referred to
as MAP-T, maps the IPv4 packet header to the IPv6
header. MAP is a work in progress IETF draft,
currently in the process of standardization in draft-
ietf-softwire-map (MAP-E) and draft-ietf-softwire-map-t
(MAP-T).
Our test setup was designed for both MAP-E and
MAP-T scenarios and consisted of a MAP border
router (MAP BR) and two MAP CPEs in mesh mode.
We generated traffic between the MAP domain and
the external network as well as between the two
MAP CPEs. We verified the correct mapping of port
numbers for IPv4 traffic, while IPv6 traffic was
natively forwarded. We expected the traffic between
the MAP CPEs to traverse directly without involving
of the MAP BR.
Cisco ASR 1000 and Cisco ASR 9000 successfully
participated in the test in the role of a MAP-T BR.
Cisco ASR 9000 successfully participated in the test
in the role of a MAP-E BR. Cernet CPE successfully
participated in the test in the role of a MAP-T CPE
and a MAP-E CPE.
During the tests we observed that the CPE calculated
the UDP checksum incorrectly while performing IPv6
traceroute.
The following figure depicts the successfully verified
test combinations in this test case.

Figure 24: IPv6 Migration: Mapping of 
Address and Port

Locator/ID Separation Protocol in 
IPv6 Migration
In the LISP architecture, recently standardized in IETF
RFC 6830, the location and identity of hosts are
decoupled. A routing locator (RLOC) identifies a site,
typically assigned to a particular network
attachment point. The endpoint ID (EID) identifies a
host, which is associated to an RLOC.
To communicate with the host, traffic is sent to the
RLOC. A LISP map server is tasked with resolving the
EID address to an RLOC address.
LISP defines two major functions. The ingress tunnel
router (ITR) is a router that is located within a LISP
site. It performs an EID-to-RLOC lookup, encapsulates
the packet and forwards it according to the RLOC.
The egress tunnel router (ETR) is a router that has at
least one RLOC associated to it. When it receives
traffic to one of its RLOCs, it strips the RLOC and
forwards the packet to the destination (EID) within
the LISP site. An xTR is a router which performs both
the ITR and ETR functions. LISP also defines the proxy
ingress tunnel router (PITR) and a proxy egress tunnel
router (PETR) functions. A PxTR is a proxy device that
implements both the PITR and the PETR functions. The
PxTR is standardized in IETF RFC 6832 and allows
communication between hosts connected via LISP
and hosts connected via non-LISP CPEs.

Figure 25: Locator/ID Separation Protocol 
in IPv6 Migration
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We emulated two LISP connectivity types. The first
We used a LISP CPE, acting as xTR and performing
the lookup and encapsulation on behalf of a host
connected to it. The second was a LISP mobile node,
by itself an xTR.
We tested two scenarios: communication between
two different LISP-sites and communication between
a LISP-site and a non-LISP site. In the latter case, an
edge router performed the proxy function defined as
PxTR in RFC 6832. We tested two LISP encapsula-
tions: IPv4 and IPv6 EIDs over IPv6 RLOC (IPv6-only
core network) and IPv4 and IPv6 EIDs over IPv4
RLOC (IPv4-only core network).
UPC LISPmob successfully participated in the test as
LISP CPE (xTR) and a LISP mobile node (xTR) in IPv4-
only and IPv6-only core networks.
Spirent TestCenter successfully emulated a LISP CPE
and a LISP mobile node (xTR) in IPv4-only core
network.
Cisco ASR 1000 successfully participated in the test
as MAP server and PxTR in IPv6-only and IPv4-only
core networks.
Cisco ASR 9000 successfully participated in the test
as PxTR in IPv4-only core network.
Figure 25 depicts the successful permutations we
observed in this test.

6VPE L3VPN Traffic Isolation
6VPE, standardized in IETF RFC 4659, is a
mechanism to enable the transport of IPv6 Layer 3
Virtual Private Networks (L3VPNs) over an IPv4 core
network.
In this test, we interconnected the PEs over an IPv4
core and established iBGP among them. On the PE-
CE segment, we configured two services, i.e. two
Dual-Stack virtual route forwarding (VRF) instances.
We generated IPv4 and IPv6 routes in each VRF.

Figure 26: 6VPE L3VPN Traffic Isolation

To verify traffic isolation, each VRF had routes that
were unique to it and routes that overlap with those
of its partner. After we verified that the devices
learned all the advertised routes in the appropriate
routing tables, we generated fully meshed,
bidirectional traffic streams between all endpoints.
We expected no traffic loss and no traffic leaking.

Figure 26 depicts the successful permutations we
observed in this test.
Alcatel Lucent 7750 SR-12, Ericsson MINI-LINK SP
420, Ericsson SSR 8010 and Ixia IxNetwork
successfully participated in the test as PEs. Ixia
IxNetwork and Ericsson SSR 8010 successfully
participated with 100GigabitEthernet interfaces.
Ixia IxNetwork successfully emulated the CE devices.
With one PE implementation, we observed an issue
where the VPN traffic toward the CE is duplicated.
The PE sent traffic once as expected and once with
an MPLS label.

ICMPv6: IPv6 Ping and Traceroute
In this test, we verified two commonly used
diagnostic tools, ping and traceroute, which utilize
Internet Control Message Protocol (ICMPv6 — RFC
4443) messages.
Our test scenario consisted of three nodes. We
connected the designated ping and traceroute
initiator to another intermediate IPv6 node. A third
node was connected to the intermediate node on a
different interface.
When we executed ping and traceroute, we verified
that the Echo Reply messages were corresponding to
the Echo Requests that contained correct timestamps
used for round trip time calculation. For the
traceroute command we expected to observe a list of
IPv6 addresses describing the intermediate and
endpoint nodes.

Figure 27: ICMPv6: IPv6 Ping and 
Traceroute
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Alcatel-Lucent 7750 SR-12, Ericsson MINI-LINK SP
420, Ericsson MINI-LINK SP 415, Ericsson SSR
8010, Juniper MX-480 successfully participated in
the test.
Ixia IxNetwork successfully performed IPv6 ping and
traceroute.
In one case an implementation was not able to
respond to UDP traceroute. In another case an inter-
mediate node was unable to initiate or respond to
traceroute.
Figure 27 depicts the successful combinations we
verified in this test.

CARRIER ETHERNET 2.0
Carrier Ethernet 2.0 (CE 2.0) is an umbrella brand
for a group of specifications and implementation
agreements recently released by the Metro Ethernet
Forum (MEF). CE 2.0 centers around three key
additions for Carrier Ethernet (CE) services: Multi-
QoS, Manageability, and Wholesale Interconnect.
Most of the underlying CE 2.0 industry standards
from IEEE and ITU-T are well established — meaning
that the industry has already mastered the adoption
of CE 2.0. For reference, see EANTC white papers
2008–2011 dealing with ENNI, Connectivity Fault
Management (CFM), traffic engineering and Class
of Service testing.
In this event, we evaluated the support for multiple
classes of service in our Service Activation test for E-
Access services as well as CE 2.0 Manageability
in our test of Performance Monitoring per Class of
Services for EVPL services.

Service Activation
Service activation tests are an essential tool for
service providers, enabling the verification of new
Ethernet Virtual Connections (EVCs) according to the
Service Level Agreement (SLA). Service activation
tests are performed after provisioning new services
and before handing them over services to the
customer. The test methodologies are grouped under
an ITU-T standard, Y.1564 Ethernet service
activation test methodology.
The standard describes various test methodologies
for different services such as color blind and color
aware. It also considers different service parameters
such as Committed Information Rate (CIR), Excess
Information Rate (EIR), Committed Burst Size (CBS)
and Excess Burst Size (EBS).
During the test preparation, we agreed on two
specific configuration sets for two new services,
emulating an activation by a service provider. Table
2 describes the services we configured during the
test execution. We designed the two Access Ethernet
Virtual Private Line (E-Access EVPL) services such that
they were aligned with MEF 33 specification. The
bandwidth profile parameters were based on MEF
23.1 specifications. 

Table 2: Service Activation Test Parameters

For the test execution, we configured E-Access
services as defined in Table 2 between the access
devices. As soon as the service was configured, the
service activation device performed the tests
according to Y.1564. Once the service activation
test passed successfully, we performed the Y.1564
performance test for 10 minutes. The performance
test evaluated the service against performance
parameters known as Service Acceptance Criteria
(SAC). These parameters include Information Rate
(IR), Frame Loss Ratio (FLR), Frame Transfer Delay
(FTD), Frame Delay variation (FDV) and Availability
(AVAIL). For each service type, the test was
performed against the Service Acceptance Criteria
(SAC) that was coordinated with participants.
The following combinations successfully participated
in the service activation test for Information Rates
(CIR/EIR) and for Burst Sizes (CBS/EBS) for a color
blind E-Access service: Ixia IxNetwork, Ericsson
MINI-LINK SP 210, Cisco ASR 1000; Ixia
IxNetwork, Ericsson MINI-LINK SP 210, ECI NPT-
1200; Ixia IxNetwork, ECI NPT-1200, Ericsson
MINI-LINK SP 210.
We tested the Information Rate for the color aware E-
Access service for Ixia IxNetwork, ECI NPT-1200,
Ericsson MINI-LINK SP 210 pairs. We did not
perform the CBS/EBS test for color aware E-Access
service as it was not supported by the emulator.
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Figure 28: Service Activation

Ixia IxNetwork was used as a Service Activation
Device. We observed that the emulator represented
Y.1564 test methodology steps in the GUI correctly. 
We performed the loopback at ENNI in two ways.
Some implementations used MAC swap loopback.
The loopback was performed after the bridge
functionality of the switch and not at the ingress
interface. One implementation used the physical
loopback which is the physical connectivity of the
ports. For this design the MAC learning was
disabled on the ingress port. 
During the test, we observed in one implementation
that the smallest CBS/EBS supported was 100
kBytes. The vendor however did some dynamic
software changes to set CBS/EBS to 12,288 Bytes.
For the other implementation, we observed the
smallest supported CBS/EBS value was 16,000
Bytes. We therefore changed the service activation
parameters to match CBS/EBS supported by the
vendors. 

Performance Monitoring per Class 
of Services
Another essential aspect for Service providers is the
capability to monitor the performance parameter of
Ethernet Virtual Connection (EVC) for Service Level
Agreements (SLAs). ITU-T Y.1731 provides specifica-

tions of a tool capable of addressing this aspect. The
newer version of the standard, G.8013/Y.1731
(2011), provides the tool specifications to be able to
monitor the performance parameters per EVC and
Class of Services (CoS). The standard defines
priority as a specific configuration parameter for
Maintenance End Point (MEP). A MEP may activate
the multiple monitoring on different CoS levels simul-
taneously. In this case, each MEP needs to manage
the result of monitoring per CoS level.
In our event, we decided to focus on the new specifi-
cations of the G.8013/Y.1731 ITU-T standard. We
therefore distinguished between two different types
of measurements: Frame loss measurement and
average delay measurement. We performed each
type per point to point EVC and per CoS ID. The test
was open for any of the measurement method
defined in ITU-T G.8013/Y.1731, meaning loss
measurements and average delay measurements
were performed either one-way or two way.
We started the test by running a baseline test. We
configured an EVPL service with three different Class
of Services (CoS) IDs. We measured the average
frame delay and frame loss values for each device
pair with no impairment. 
To test the delay measurement, we added a unidirec-
tional constant delay of zero, 10 and 20 milli-
seconds (ms) per CoS ID 5, CoS ID 3 and CoS ID 0
respectively. We expected the devices to observe
that the average delay remained unchanged for CoS
ID 5, increased by 10 ms for CoS ID 3 and
increased by 20 ms for CoS ID 0.
For loss measurement per EVC and CoS ID, we intro-
duced a constant frame loss of 5 % in one direction
and 15 % in the opposite direction for CoS ID 0. We
introduced a bidirectional constant frame loss
of10 % for CoS ID 3. No impairment was applied to
CoS ID 5. We expected the devices to display that
the far-end and near-end frame loss remained
unchanged for CoS ID 5, increased by 10 % for
CoS ID 3, and increased by 5 % and 15 % —
depending on the direction of impairment — for CoS
ID 0.
We tested the frame loss measurement using ETH-
SLM (SLM/SLR messages) for the first time during our
interoperability event for the following pairs: OE
Solution AimValley Smart SFP OAM, ECI NPT-1200;
Alcatel-Lucent 7750 SR-12, Cisco ASR 9000; Cisco
ASR 9000, ECI NPT-1200. 
During the test, we observed one implementation
with SLM resolution issue. The measured frame loss
values were not observed correctly as the resolution
was low. The vendor however fixed the measurement
resolution to send 10 packets per second with the
measurement period of 100 seconds. We therefore
successfully participated in the test. 
The following combination was tested single-ended
frame loss measurement with LMM/LMR messages
per EVC and CoS ID: AimValley EX14 and Cisco
ASR 9000. To perform the test, the Continuity Check
Messages (CCM)s was disabled to compensate for a
mismatch in counting logic between the devices.
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Carrier Ethernet 2.0
One LMM implementation counted Tx/Rx CCMs at
the same level of the MEP — according to the
standard — while the paired implementation did not
causing a false frame loss reading. Also, the
impairment was only in one direction as one of the
implementation was not copying the right received
Rx counters in the LMR message.

Figure 29: Performance Monitoring per 
Class of Services

All the pairs represented in Figure 29 participated
and passed the average frame delay measurements
successfully. During the average delay measurement
test, we observed that the emulator does a single
packet delay measurement, hence no minimum,
maximum or delay variation can be measured. For
one implementation, we performed the delay
measurement for one Class of Service (CoS) ID at
one time. For this implementation, we observed that
the measurement was running continuously, and all
results could be logged continuously. However, the

GUI represented only the last 10 measurements, and
hence, no mean value was shown in the GUI. 
We also observed one implementation where a
single profile could be defined per CoS ID. We
could run all profiles at the same time. For this imple-
mentation, the DM messages were sent with the rate
of one per second. The delay measurement was
based on bucket of DM messages where the bucket
was filled after a configurable time; Here, we tested
a bucket of one minute. We therefore observed the
expected results after a minute. Other implementa-
tions have different monitoring duration from a
minute to 15 minutes. We also observed version bit
mismatch for DMMs. The version bit for DM
message is set to 0 according the old Y.1731,
where it is set to 1 in the newer version. For imple-
mentation supported the old standard, the inter-
working was possible when the remote pair
supported DMRs with both versions or downgrade
the version manually.
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DEMONSTRATION NETWORK

During the intensive three weeks of testing, we
verified many successful test results. Out of these
successful results, we created a demonstration
network as a showcase for the tested technologies.
In the clock synchronization and SDN areas, we
created two demonstrations combining both technol-
ogies. The first scenario, PTP across SDN,
showcases a scenario where PTP timing information
is transported over SDN switches. We connected a
Symmetricom grandmaster clock to a Ericsson
boundary clock, which we connected to a Extreme
slave clock over a series of three SDN switches
(Huawei, NEC, Extreme). Ericsson MINI-LINK SP
210, Extreme E4G-200, Extreme Summit X670,
Huawei OF Switch 1.2, Huawei Smart Network
Controller (SOX), NEC PF5248 and Symmetricom
TimeProvider 5000 are part of this setup. Ixia Anue
3500 is used as a clock analyzer.
The second scenario demonstrates TSoP over SyncE
islands over SDN. PTP, used to synchronized the
disjoined SyncE islands, is transported in the same
path as the TSoP traffic. At the TSoP SDH/SONET
interfaces, we generated bidirectional STM-1 traffic.
The point-to-point TSoP over synchronous Carrier
Ethernet service is configured such that one side is
untagged, while the other side is identified by a
VLAN tag. The OpenFlow controller automatically
sets a customer required VLAN ID and generates
multiple table flow entries in the OpenFlow switch.
BTI SA-810, ECI NPT-1200, Ericsson MINI-LINK SP
110, Extreme E4G-200, Huawei OF Switch 1.2,
Huawei Smart Network Controller (SOX), OE
Solutions — AimValley Smart SFP TSoP and Symmet-
ricom TimeProvider 5000 are part of this setup.
In the IPv6 migration area, we created a setup with
Dual-Stack Lite and 6rd CPEs attached to AFTR (for
DS-Lite) and 6rd BR over a Carrier Ethernet 2.0
aggregation network. The AFTR (for DS-Lite) and 6rd
BR are configured within a Dual-Stack IPv6 VRF
(6VPE) service, the same VRFs which is also running
MVPN. The Carrier Ethernet 2.0 aggregation
network is realized via multiple EVPLs with QoS,
verified via Y.1564 service activation tests and
monitored via Y.1731 for performance. Alcatel-
Lucent 7750 SR-12, Cisco ASR 1000, ECI NPT-
1200, Ericsson MINI-LINK SP 210, Ericsson SSR
8010, Ixia IxNetwork, Juniper MX-480 and Spirent
TestCenter are part of this setup.
We created an advanced MVPN setup based on
mLDP profile as described in the section IPv6 MVPN
using P2MP Tunnels. In this setup Alcatel-Lucent
7750 SR-12, Cisco CRS-1, Cisco ASR 9000, Ixia
IxNetwork and Juniper MX480 are participating as
MVPN PEs. The emulated multicast CEs are
connected to the PEs over a Layer 2 services
configured in the MPLS-TP aggregation network. The
Layer 2 services are provided by Cisco ASR 9000,
ECI NPT-1200, Ericsson MINI-LINK SP 210, Ericsson
MINI-LINK SP 310, and Hitachi AMN 6400.
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Acronyms
ACRONYMS

Term Definition
6rd IPv6 Rapid Deployment

AC Access Circuit

A-D Auto Discovery

AFTR Address Family Translation Router

AIS Alarm Indication Signal

AS Autonomous System

BFD Bidirectional Forwarding Detection

BGP Border Gateway Protocol

BR Border Router

CC Continuity Check

CCM Continuity Check Message

CE Customer Edge

CE2.0 Carrier Ethernet 2.0

CFM Connectivity Fault Management

CGN Carrier Grade NAT

CLI Command Line Interface

CoS Class of Service

CPE Customer Premises Equipment

CV Connectivity Verification

DHCP Dynamic Host Configuration Protocol

DMM Delay Measurement Message

DMR Delay Measurement Reply

DS-Lite Dual-Stack Lite

ENNI External Network Network Interface

ETH-SLM Ethernet Synthetic Loss Measurement

EVC Ethernet Virtual Connections

EVPL Ethernet Virtual Private Line

EVPN Ethernet VPN

FPP Floor Packet Population

FRR Fast Re-route

G-ACh Generic Associated Channel

GPS Global Positioning System

GUI Graphical User Interface

H-VPLS Hierarchical Virtual Private LAN Service

IEEE Institute of Electrical and Electronics 
Engineers

IETF Internet Engineering Task Force

IGMP Internet Group Management Protocol

IGP Interior Gateway Protocol

I-PMSI Inclusive Provider Multicast Service 
Interface

IPv4 Internet Protocol Version 4

IPv6 Internet Protocol Version 6

ITU International Telecommunication Union

L3VPN Layer 3 Virtual Private Network

LDI Link Down Indication

LDP Label Distribution Protocol

LISP Locator/ID Separation Protocol

LLDP Link Layer Discovery Protocol

LMM Loss Measurement Message

LMR Loss Measurement Reply

LOF Loss of Frame

LSP Label Switching Router

MAC Media access control

MAP Mapping of Address and Port

MEF Metro Ethernet Forum

MLD Multicast Listener Discovery

mLDP Multipoint Label Distribution Protocol

MP-BGP Multiprotocol BGP

MPLS Multiprotocol Label Switching

MPLS-TP MPLS Transport Profile

MS-PW Multi-Segment Pseudowire

MTIE Maximum Time Interval Error

MVPN Multicast VPN

NLRI Network Layer Reachability Information

OAM Operation, Administration and Mainte-
nance

ONF Open Networking Foundation

OSPF Open Shortest Path First

P2MP Point to Multipoint

PBB Provider Backbone Bridging

PCE Path Computation Element

PCP Port Control Protocol

PDV Packet Delay Variation

PE Provider Edge

PIM-SM Protocol Independent Multicast — 
Sparse Mode

PSC Protection State Coordination

PSN Packet Switched Network

PTP Precision Time Protocol

PW Pseudowire

PxTR Proxy Ingress/Egress Tunnel Router

QoS Quality of Service

RFC Request for Comment

RSVP-TE Resource Reservation Protocol — Traffic 
Engineering

SDN Software-Defined Networking

SEC SDH Equipment Clock

SFP Small Form-factor Pluggable (Trans-
ceiver)

SLA Service Level Agreement

SLM Synthetic Loss Message

SLR Synthetic Loss Reply

S-PMSI Selective Provider Multicast Service 
Interface

STM Synchronous Transport Module

SyncE Synchronous Ethernet

TDEV Time Deviation

TSoP Transparent SDH/SONET over Packet

UNI User Network Interface

VLAN Virtual Local Area Network

VPN Virtual Private Network

xTR Ingress/Egress Tunnel Router

Term Definition
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